
Time Series: An Example and a Re-Introduction to Stata1

Because ECO 250 and ECO 255 now both use Stata, we will not be doing a full fledged

introduction to Stata. These notes instead gather some time series, discuss some of the issues

involved with collecting them, and then demonstrate some time series parts of Stata.

An old and well-contested issue in macroeconomics is whether or not monetary policy has

important effects on real variables such as GDP and unemployment. Many papers have collected

time series that include a measure of aggregate performance (GDP, unemployment, industrial

production, etc.), a measure of the price level (e.g. a Consumer Price Index), and a measure

of monetary policy, along with other important controls. They then test whether changing

the monetary policy instrument affects the measure of aggregate performance. Most of the

better work in this area does suggest that looser monetary policy does increase aggregate

macroeconomic activity.

Among the many advantages of being a macroeconomist (all macroeconomists are among

the world’s kindest, bravest, warmest, most wonderful human beings you’ll ever know in your

life.), macroeconomic data is usually pretty easy to get. Motivated by the previous example, I

collected the following time series from the St. Louis Fed’s FRED database:

1. Real Gross Domestic Product. This is my measure of aggregate macroeconomic performance.

Along with the U-3 unemployment rate, it is one of the two most discussed measures. One

limitation, however, is that GDP is measured quarterly instead of monthly. This will reduce my

number of observations. I could have used a monthly variable like unemployment or Industrial

Production instead.

In general, we want to have more observations. There are two basic ways to do this with

time series data. We can either measure an existing series with greater frequency. This will

provide more short term variation. Or we can extend the time period. This is usually better,

it provides us additional long and short term variation. Switching variables here would be an

example of the former.

2. The Consumer Price Index for All Urban Consumers. There are a few issues here. First,

because food and energy prices are considered largely exogenous, many studies use a CPI that

1These are undergraduate lecture notes. They do not represent academic work. Expect typos, sloppy
formatting, and occasional (possibly stupefying) errors.
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excludes food and energy. Other studies use other price indices, such as a Producer Price Index.

Ultimately, it comes down to which time series best captures what your specific project is trying

to measure.

Another complication is that the CPI is reported monthly. To merge it with my GDP

variable, I must make a decision. Do I average January, February and March to get a quarterly

measure? Do I just select the month at the start, middle, or end. Summing them would clearly

be wrong (although with other variables, summing might make sense). Because the data for

GDP are presented as the first month of each quarter, I match months here.

3. The M2 money supply. Many studies include a measure of the money supply. But which

one should I use? M3 doesn’t work because the Fed stopped reporting it for a while. I choose

M2 over M1 mostly because that is what everyone else seems to do.

4. The two year Treasury Bond yield. 15 years ago, we thought we knew how to best measure

the current state of monetary policy: just use the Federal Funds rate or its target. But the latter

has not changed in almost a decade despite the many dramatic policies the Federal Reserve

has initiated. Many macroeconomists, however, believe that the 2 year Treasury Rate is the

best measure of the state of monetary policy because it capture a time frame over which more

agents actually borrow than an overnight rate. But there are shortcomings as well. This rate

is affected by many things besides monetary policy so it is problematic to interpret a change in

it as a change in monetary policy.

This series is also weekly. I use the first observation in each quarter.

5. The Fed’s total balance sheet. Perhaps the best measure of monetary policy in an environ-

ment where the Federal Funds Rate is near zero is just the Fed’s total assets. This captures

monetary polices such as Quantitative Easing where the Fed purchased Treasuries and mortgage

backed securities even though short term interest rates were largely unaffected.

Unfortunately, this series begins only in 2002. Although it has to be out there somewhere,

having some missing data will be useful for exposition in these notes.

Stata and Data Organization

For your class project, your Etna folder should have a subfolder where you keep your original

data. For my data, this is the set of files that I downloaded from the Fed. In other cases, it

could be the files someone sent you. A separate file should then include the cleaned data that
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is ready to go into Stata. My files are Example1.xls and Example1.dta. Some people do most

of their data manipulation in Excel, others prefer doing more in Stata. As long as everything

is documented, I do not have a strong preference. There are many ways to export your data

from a spreadsheet to Stata. The easiest is just to paste it into the Data Editor and save it.

Your Etna folder should also include your .do file. You can create and edit your do file in

any text editor. The idea is that I can open your do file in Etna, run your file, and get the

exact same results that appear in your paper. In class, I will enter commands line by line. But

you ultimately want a single do file that does everything. Mine is Example1.do.

An important part of working with time series in Stata is that you need to designate which

variable designates time. I do this with the following command:

tsset date

Forgetting this step will cause the time series commands that we use not to work.

Notice that my data includes another variable, quarter, that also measures the time period.

Having had too many problems with Stata failing to detect the format of the time variable, I

have started creating a new variable that just starts at 1. Perhaps you will have better luck.

The gen command is used to create new variables. We typically work with the natural logs

of continuous variables that are not already measured as a percentage.2 Doing so allows us to

eventually interpret regression coefficients in terms of a percentage change instead of measuring

the change in units. It is easy to take the log of a variable in Stata.

gen gdp log=ln(gdp);

This step is not, however, always necessary. I can, for example, just include the log directly

in a regression. Below is the world’s dumbest regression:

reg gdp ln(gdp) gdp log, r;

Here I regress GDP on its own log. Note that Stata just throws out one of the logged

GDP terms that I included as regressors. Because they are the same variable, I have perfect

2There are exceptions. This would not work for a variable that is often negative.
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multicolinearity. In my day, the program would have crashed. Kids today are spoiled. Recall

that the r option chooses robust standard errors.

We will often work with lags. Here I create the first and second lags of GDP:

gen cpi lag1=cpi log[ n− 1];

gencpi lag1=cpi log[ n− 2];

The cool kids use a shortcut which I show in the following third order autoregression:3

reg gdp l.gdp l2.gdp l3.gdp, r;

Most empirical papers report descriptive statistics, which can easily be done with the sum-

marize command:

summarize gdp cpi fedbal m2 trate, detail;

Table 1: Mean and Variance
GDP CPI Trate Fedbal M2

Mean 10793.96 152.681 5.698718 1991895 1111.354
Std. Dev. 3318.098 51.9314 3.725142 1266678 622.6309

Because the CPI is an index, its descriptive statistics tell us very little. It is interesting to

note that the mean 2 Year Treasury yield is is 5.7%, much higher than it has been in many

years.

It is also interesting to examine how the variables are correlated with each other. This may

be reported in a correlation matrix:

correlate cpi log gdp log trate fedbal log m2 log l.gdp log;

3When working with panel data, this shortcut is preferred because the previous method may be done incor-
rectly.
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by including l.gdp log, I am also reporting logged gdp’s first order autocorrelation.



cpi log 1.0000

gdp log 0.9359 1.0000

trate −0.6105 −0.3781 1.0000

fedbal log 0.9160 0.8031 −0.7984 1.0000

m2 log 0.8958 0.8609 −0.7136 0.9514 1.0000

L1.gdp log 0.9431 0.9928 −0.3769 0.7969 0.8414 1.0000


That the diagonals equal one says that each variable is perfectly correlated with itself, which

is tautological. GDP and the CPI are highly correlated with each other. Do not take this as

evidence of a causal relationship. Both variables are generally rising over time. We will soon

see that including such non-stationary variables in a regression together, or even just reporting

a simple correlation, is a grievous error.

Note that GDP is positively and highly autocorrelated. This is unsurprising. It reflects

both the business cycle and the fact that GDP is non-stationary.

Some Incompetent Econometrics

We now take a first pass at testing whether monetary policy affects GDP. By design, we

shall fail miserably. We start by regressing GDP on the other variables where we have data for

the full sample period:

reg gdp log trate m2 log cpi log, r;

which yields the following result:

log(gdp) =
6.09

(1.15) +
−.022

(.0017) Trate)+
0.81

(0.049) log(CPI)+
−0.11

(.032) log(M2) + ut (1)

All the regression coefficients are statistically significant with well over the 99% confidence.

So might we conclude that raising M2 lowers GDP while lowering the Treasury yield increases

output? No. Our regression is so horrendously misspecified that it would earn a grade of F .4

Partly to review and partly to preview, we con consider some of these sources of misspecification:

4But at least the standard errors are robust.
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1. We are ignoring the temporal nature of the data generating process. Think back to ECO

103. Expansionary monetary policy (buying assets, lowering interest rates, etc.) works through

several channels that include lowering finance costs to incentivize investment and consumption,

and reducing credit risk. This process takes time, we suspect that the peak effects of monetary

policy take about 18 months to be felt. Because we rely on no time series methods, we are not

even trying to capture the relationships that exist among variables in different time periods.

We will soon turn our attention to developing these time series techniques.

The system is almost surely dynamic, that is the state of the world in period t tells us

something about t + 1. We do not expect changes in monetary policy to have instantaneous

effects on output. Rather, these effects, if they exist, will take time to manifest themselves.

Our specification does not allow us to identify effects that are not immediate.

2. CPI, GDP, and M2 are obviously non-stationary. Recall that a stationary variable tends to

revert back to a time independent mean. Visual inspection of these variables clearly shows they

do not behave in such a way. When we include non-stationary variables in an OLS regression,

the Gauss-Markov conditions do not hold. Our results are biased. Here the bias is horrendous.

The course’s next topic is how to test for and deal with non-stationarity. It is not obvious

whether the 2 year Treasury yield is also non-stationary.

3. Endogeneity. Consider M2. Does M2 cause GDP? Does GDP cause M2? Does something

else cause both of them? Macroeconomic theory strongly suggests that all of the variables in

this system are jointly and simultaneously determined. Simultaneity is a form of endogeneity

that also is a violation of Gauss-Markov. This is yet another source, also probably serious, of

bias.

4. Omitted Variable Bias. All econometric models are misspecified and omitted variable bias is

always present. Our goal is thus to minimize it. In this case, I worry that because Quantitative

Easing has worked by dramatically increasing the Fed’s balance sheet, omitted variable bias is

problematic. So to get my grade up to a D−, I throw that in:

log(gdp) =
6.01

(0.20) +
0.011

(0.0018) Trate)+
0.57

(0.062) log(CPI)+
0.116

(.015) log(M2)+
−0.025

(.012) log(Fedbal)+ut

(2)

Equation (2) finds a negative coefficient on the Fed’s balance sheet, statistically significant

at the 95% but not 99% confidence level.
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There is an additional complication that occurs in comparing (1) to (2). Because Fedbal is

missing data, they do not cover the same time period. We can fix this by re-running (1) using

a simple if statement:

reg gdp log trate m2 log cpi log if date > 106, r;

This was just an excuse to show you the if statement. I don’t care enough about the results

to include them.

Two final comments:

1. The R2 for these specifications are around 0.97. Recall that this implies that 97% of the

variation of output is explained by deviations in the independent variables. R2 is a useful

metric. But we should take great care not to care too much about it. In this case, the R2 is

high in part because we are foolishly including non-stationary variables in the specification. A

high value is as much a warning about misspecification as anything else. Also note that adding

variables can only increase R2. But overfitting is a serious mistake. The goal of a regression is

not to maximize R2 and we should take care not to judge our results by this metric.

2. Stata automatically does a t-test for each regressor. It is easy to use the test command to

do an f-test for the joint significance of more than one variable. here is an example:

test trate m2 log;

Note that including just a single variable returns a t-test.
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